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Having been in the IT industry for 30 years and seen the progression from efficient
software programs and true multitasking operating systems that ran in 16–32
kilobytes (no, that is not a misprint) to the bloatware of today, this book came
as a refreshing change to me. Here is a book that looks at algorithms in terms
of efficiency and space (that is, memory considerations) and attempts to get the
reader to think about programming the algorithm rather than jumping straight in
and cutting some code. This book challenges the mentality that if the application
runs too slowly then a faster computer is required, or, if one can only have a
few programs open at any one time then more memory is needed. In these days
of cheap memory and CPU speeds that double just about every year or two,
why look at efficiency? Other than the sheer beauty of efficiency, which would
appeal to mathematicians, there is a benefit of programs lasting longer on older
hardware, thus breaking the cycle of upgrading every two or three years. Also,
there are many applications that are testing the limits of current computers and
that require efficient algorithms to give meaningful results in a reasonable amount
of time. Just about any branch of science can offer applications.

Right from the outset McConnell lists the goals he has for the book:

. . . to improve algorithm design skills, to raise awareness of the impact
that algorithms can have on the efficiency of a program, and to develop
the skills necessary to analyze any algorithms that are used in programs.

This book is aimed squarely at undergraduate level with the author recommending
how it may be used in a semester course. McConnell starts easy and builds to more
complex issues with exercises at the end of nearly every section of each chapter.
This introduces us to his modus operandi of ‘doing’ to reinforce the text. There is
also pseudocode liberally scattered throughout the book which could be converted,
with minimal effort, to code in a variety of languages such as C, Java, Pascal or
Matlab. Another nice touch is that at the start of each chapter, there is a bullet
point list of prerequisite knowledge, along with the goals of the chapter.

In Chapter 1 McConnell covers the basics, including probabilities, summation,
binary trees and logs (with emphasis on the word ‘basic’). Also in this first chapter,
McConnell briefly covers the Tournament method, a multiple pass method whereby
the first pass of the data helps with making later passes more efficient.

The next three chapters cover recursion and the standard algorithms of searching,
selecting, and sorting. In the chapter on recursion the reader encounters recurrence
relations, the closest pair problem and the use of stacks. In ‘Searching and Selection
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Algorithms’, the efficiency of sequential and binary searches are considered in terms
of worst case and average case scenarios. In the Sorting chapter, the expected
methods of bubble, shell and radix are covered, along with a few lesser known
algorithms that are more efficient under some circumstances, including quicksort
and polyphase merge sort. Pseudocode is supplied for nearly every algorithm.

In Chapter 5 McConnell covers numeric algorithms such as matrix multiplication,
methods for solving linear equations and the evaluation of polynomials. For the
multiplication of two n×n matrices, the methods of both Winograd and Strassen
are considered. Then the expense of each method is compared with that of the
standard algorithm that requires n3 multiplications and n3 − n2 additions. Mc-
Connell is upfront about the pros and cons of each method, and explains why some
algorithms aren’t used even if they look to be a better approach.

Strassen’s algorithm is rarely used in practice because of the bookkeep-
ing necessary to use it recursively. Its importance is that it was the
first algorithm for multiplying matrices that was faster than the O(n3)
algorithms.

There is no pseudocode given for this method
and one assumes that is because of the book-
keeping involved. However, its inclusion would
have been beneficial in driving the point home,
as well as instructive to those who would like
to play with the algorithm. The linear equations
section, to which McConnell only devotes about
three pages, is just the solution of equations
by the Gauss–Jordan elimination method. This
is understandable given its ubiquitous coverage
in maths texts. The evaluation of polynomials
mainly centres on Horner’s method and looks at
the benefits of preprocessing coefficients.

From Chapter 6 on, McConnell changes his
emphasis from numerical algorithms to text and

graph algorithms. Here is the parsing of regular grammar of a language (into
noun, verb, adjective, adverb, and so on), lexical ordering of regular text, creating
regular expressions and finite automata. There is less pseudocode here but there
are more examples and good explanations. Towards the end of this chapter he
covers context-free grammars, including the Greibach normal form, and ends with
the compilation of programming languages—a solid but very interesting chapter.
The next chapter follows closely and looks at algorithms for string matching, like
the Knuth–Morris–Pratt method and the Boyer–Moore method.

Chapter 8 is the start of algorithms on graphs. McConnell introduces some ter-
minology and definitions before going on to look at the two major traversal al-
gorithms, breadth-first and depth-first, the staple diet of this area. McConnell
deals with two ways of storing information about the graph: the adjacency matrix
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and the adjacency list. The former builds an n × n matrix for a graph with n
nodes and is an efficient way of expressing the graph for data manipulation by
computer; it is certainly my preference. Also covered in this chapter are algorithms
for minimum spanning trees, shortest path in a graph, and partitioning sets. The
pseudocode is also supplied.

The next chapter looks at how a computer processes data. This is perhaps not
the most riveting of topics for some people, but the destination makes the journey
worthwhile. The goal that McConnell is aiming towards is a discussion of parallel
architectures. He considers hardware aspects of both tightly and loosely coupled
processors, as well how the processors are actually linked to one another. The crux
of the chapter is the analysis of the parallel processor model. McConnell considers
how data is transmitted through the various models, and looks at the cost of the
algorithms and the time involved in processing as well as searching and sorting.
This is not all just theory. There are several worked examples of parallel numerical
algorithms, including one for matrix multiplication. This example builds on the
theme of the previous chapter by considering parallel graph methods. This chapter
is worthy of serious study as it presents some interesting concepts and the future
direction of computing, supplemented with the underlying elegant mathematical
concepts.

Chapter 10 studies the limits of computation. McConnell looks very briefly at
David Hilbert’s suggested ‘mechanical process’ that could be applied to mathe-
matical statements to determine their validity. Of course none of this would be
complete without mentioning the important work done by Alan Turing, the Tur-
ing machines and their use as language acceptors and function calculators. The
section on Turing machines ends with a look at designing one, and the resulting
pseudo-language—all fascinating stuff, well at least for this reader and hopefully
also for students. There are endless hours of playing here. I think just about all the
different variations of Turing machines are considered in the chapter. McConnell
ends this chapter with a cursory look at some typical NP problems and why a
problem is NP. Of course anyone who has read about the P-NP problem (one of
the Millennium problems) would know that about half a chapter devoted to it can
only be a brief look. The intention is obviously to whet the appetite.

Chapter 11 investigates other algorithmic techniques that have not been previously
covered in depth and also builds on some methods already covered. For example,
in an earlier chapter McConnell considered two ‘greedy’ algorithms and so one
of his excursions in this chapter is to look at some greedy approximation algo-
rithms, of which five are considered. Other algorithms covered are backtracking
with illustration via the N -queens chess problems,, branching methods based on
queues which rely on the recursion previously covered, and the various probabilistic
methodologies. He ends with the interesting concept of dynamic programming, a
method that isn’t predetermined but which has its most efficient implementation
depending on choices that may change with time—another area of great research.
This is applied to concepts already covered like the Fibonacci numbers and the
binomial coefficients.
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This is a thoroughly thought-provoking book, particularly the last few chapters,
and it may come as no surprise that they are the longest in the book. I have no
hesitation in recommending this book and hope that it encourages students to do
some extra work and look in depth at some of the many algorithms and ideas
covered.

Gordon Clarke
227 Woodward Road, Armstrong Creek, QLD 4520.

E-mail: gordon.clarke@adf-serials.com.au
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The human mind has extraordinary abilities to interpret visual, auditory and tac-
tile signals. Recently, it has become important to analyse and automate these
abilities. Examples are the development of software that can recognise and track
the face of a suspected terrorist when presented with the output of CCTV cameras,
and software that can identify cancerous cells among the output of an electromag-
netic scanner.

This fine book, subtitled The Stochastic Analysis of Real-World Signals, is a wide-
ranging review of the new discipline of pattern theory. Pattern theory is based
on the approach of Ulf Grenander to the analysis of such patterned structures as
images, sounds, written text, DNA strings, spike trains in neurons, or time series
of weather events.

David Mumford is an algebraic geometer in the Division of Applied Mathematics
at Brown University. He is well known also for his research into vision and pattern
theory. He was awarded a Fields Medal in 1974, a MacArthur Fellowship in 1987
and in 2010 he was awarded the US National Medal of Science. Agnès Desolneux,
a former student of Mumford, is an applied mathematician at Université Paris
Descartes who specialises in image analysis. The overlying principle enunciated by
Grenander and adopted by the authors is that observed patterns are caused by
processes that are hidden from direct observation, but can be deduced by accurate
stochastic models which respect the natural structures.

The broad aim of the book is to describe how to reconstruct images from discretised
observations by representing images I in terms of stochastic models (thus providing
a law p(I) for images) and constructing conditional laws of the discretised obser-
vation of an image J , given I. These can be used via Bayes’ theorem to construct
the posterior law p(I | J), allowing an estimate of I as the posterior mode.

mailto:gordon.clarke@adf-serials.com.au
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The book comprises six chapters, each dealing with different types of patterns.
Interposed at appropriate points are fourteen ‘Basics’, that is, short presentations
of mathematical and probability/statistics topics.

The presentation, which is rich in concept and
detail, ranges from mathematical formulation to
computation, the latter supported by techniques
such as dynamic programming, and algorithms
including EM, Metropolis and others.

The following notes give broad summaries of a few
selected chapters.

1. English Text and Markov Chains. This
chapter attacks the problem of predicting the next
letter from a preceding letter string. The universe
of N -long letter strings is represented by a joint
mass function (JMF) of all N symbols. A so-called
n-gram approximation (n < N) comprises the
JMF of the first n of them and the conditional
probabilities of each succeeding letter given the
previous n − 1. Entropies are computed, as is
also the Kullback–Liebler distance from the full

JMF to the law of its n-gram approximation. This distance is bounded in
terms of entropy differences, and shown to converge to zero as n → ∞. The
‘Basics’ include Entropy and Information, and finite-state Markov chains. The
detection of word boundaries is tackled using maximum likelihood and dynamic
programming. Application on an example from the writings of Mark Twain shows
good performance. A Bayesian method of machine translation of French text into
English is explained and illustrated.

2. Music and Piecewise Gaussian Models. A musical score is taken to com-
prise notes, their inception times, and their frequencies. Reconstruction of these
‘hidden variables’, given a discretely sampled sound signal, is accomplished by
maximising their joint conditional probability (density). This requires appropriate
probability models and effective computational algorithms. The idea is to represent
a periodic signal ~s = (s1, . . . , sN) in terms of coefficients of its discrete Fourier
transform (DFT), and the joint density of ~s is represented in terms of a Gaussian
form of its DFT coefficients. This is applied first to repeated single notes, but
real signals exhibit rapid transitions. A fundamental issue is how to conclude with
high probability that a transition occurs at some point in time, given the observed
signal. Also covered is speech reconstruction using the EM algorithm. The ‘Basics’
cover multivariate Gaussian laws and Fourier analysis, with particular emphasis
on the DFT, kurtosis and Poisson processes.

3. Character Recognition and Syntactic Grouping. Here the aim is to model
‘salient’ contours in a two-dimensional image. A ‘Basics’ on the Brownian motion
process and its Ornstein–Uhlenbeck modification (OUP) motivate several models
for smooth curves {X(t), Y (t) : t ≥ 0} satisfying (X′(t))2 + (Y ′(t))2 ≡ 1. The
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‘Brownian snake’ model takes X′ and Y ′ to be independent OUPs, and it is adopted
because its sample paths are not too erratic and they exhibit corners and roughly
linear segments. Image contours are sampled as polygonal curves, so the snake
model is used in discretised form. Representing two such contours as the sets Γi

(i = 1, 2) of their corners (and endpoints) and their concatenation by Γ = Γ1Γ2, the
relatedness of the Γi is assessed by the size of the likelihood ratio p(Γ1)p(Γ2)/p(Γ).
Chapter 3 also covers the decomposition of sentence structure into labelled trees.
Random trees are modelled initially as a simple branching process, then as a
multi-type version representing probabilistic context-free grammars, and later with
further complications.

The remaining chapters, presented in the same vein, cover recognition of images,
texture, faces and natural scenes.

Overall, the writing is clear and the book contains few errors. But some conceptual
errors do exist. There is an incorrect interpretation of likelihood on p. 10; refer-
ence on pp. 74,5 to a stationary BMP, whereas its stationary increment process is
meant; assertions on p. 93 about minimising (rather than maximising) a likelihood
with respect to a parameter; and a somewhat incorrect description of hypothesis
testing on p. 116. However, statistical procedures are followed correctly. There exist
occasional confusing notational typos and swapping the role of symbols within a
chapter. For example, in Chapter 1, n usually designates the order of the n-gram
model, and N the length of a string, in essence a time index. But n also appears
as the time index for Markov chains.

The reference list includes 241 items, and relevant citation occurs frequently
throughout the text. One surprising omission, relevant to Chapter 4 (Image Tex-
ture, Segmentation and Gibbs Models) is G. Winkler (1995) Image Analysis, Ran-
dom Fields, and Dynamic Monte Carlo methods: A Mathematical Introduction,
Springer-Verlag.

In summary, a very informative but demanding read!

Tony Pakes and Phill Schultz
The University of Western Australia.
E-mail: tony.pakes@uwa.edu.au, phill.schultz@uwa.edu.au
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